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Abstract

A great deal of recent research has focused on the chal-
lenging task of selecting differentially expressed genes from
microarray data (‘gene selection’). Numerous gene selec-
tion algorithms have been proposed in the literature, but it
is often unclear exactly how these algorithms respond to
conditions like small sample-sizes or differing variances.
Choosing an appropriate algorithm can therefore be diffi-
cult in many cases. In this paper we propose a theoretical
analysis of gene selection, in which the probability of suc-
cessfully selecting relevant genes, using a given gene rank-
ing function, is explicitly calculated in terms of population
parameters. The theory developed is applicable to any rank-
ing function which has a known sampling distribution, or
one which can be approximated analytically. In contrast to
empirical methods, the analysis can easily be used to exam-
ine the behaviour of gene selection algorithms under a wide
variety of conditions, even when the numbers of genes in-
volved runs into the tens of thousands. The utility of our ap-
proach is illustrated by comparing three well-known gene
ranking functions.

1. Introduction

The advent of microarray technology [14, 19] has meant
that transcriptional responses to changes in cellular state can
now be quantified for thousands of genes in a single exper-
iment. Microarrays thus offer a window into transcriptional
mechanisms underlying major events in health and disease.
In recent years, an enormous amount of work has been done
in this area of molecular biology, addressing questions relat-
ing to both normal cell function [6, 13] and disease [11, 12].

Perhaps the most common type of analysis involves com-
paring expression levels between tissues in two or more
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conditions of interest, such as wild-type and mutant, or
healthy and diseased. Genes relevant to the biological phe-
nomenon under investigation are expected to be up- or
down-regulated between conditions; one of the most im-
portant tasks in microarray data analysis is therefore select-
ing genes which are differentially expressed in this way. Al-
though differential microarray experiments do not generally
lead to a definitive understanding, they play a vital role in
narrowing the field for further work. In effect, microarray
studies provide geneticists with a short-list of genes worth
investing hard-won funds into investigating.

However, the massive dimensionality and relatively
small number of datapoints' in microarray datasets, cou-
pled with the variability inherent in both experimental
process and underlying biology, make their analysis a par-
ticularly challenging task. With typically many thousands
of genes to choose from and perhaps a few dozen to be se-
lected, looking for differentially expressed genes can be a
little like looking for a needle in the proverbial haystack.

A large variety of algorithms, including conventional and
non-parametric hypothesis tests, as well as Bayesian and
information-theoretic methods [1, 2, 3, 17, 20, 22, 23] have
been applied to microarray data. Yet it is often unclear how
a particular algorithm will respond to specific statistical
properties of the data. For example, in recent months there
has been some discussion in the bioinformatics community
regarding the suitability of the t-test when variances dif-
fer across genes in a systematic manner. This issue, which
we will call the ‘t-test variance issue’, is distinct from the
Behrens-Fisher problem [8] of variances differing across
classes. If relevant genes have higher variances than irrel-
evant ones, should the t-test be abandoned in favour of a
different analysis, or does the t-statistic implicitly deal with
the issue anyway? Questions such as this have serious im-

1 We use datapoint/sample and dimension/variable in the following
way: each gene is a dimension or variable of the data; each array or
chip is an datapoint or sample. By sample-size we therefore mean the
number of arrays.
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