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Principle of optimality

Â In some optimization problems...
Â ...components of a globally optimal solution are themselves globally 

optimal

Â Then can optimize by recursively optimizing sub-problems
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Principle of optimality

New York

San Francisco

Boston

Atlanta

Denver
3 h

1 h

3 h

5 h

2 h

6 h

Â Want fastest time San Francisco to NY, given:
(1) You must fly via Denver (D), Boston (B) or Atlanta (A)
(2) Fastest times from SF to D, B or A, and
(3) Fastest times from D, B or A to NY.
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Principle of optimality

New York

San Francisco

Boston

Atlanta

Denver
3 h

1 h

3 h

5 h

2 h

6 h

Â Answer: find minimum of the three possible routes:
Ç SF to B + B to NY
Ç SF to D + D to NY
Ç SF to A + A to NY

Â = min ( 6 + 1, 2 + 3, 5 + 3) = min (7, 5, 8) = 5.
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Principle of optimality

London

San Francisco

Dublin

Paris

New York5 h

Â Now want fastest time to London
Â Must fly via New York, Dublin or Paris
Â Doesn’t matter how we get to NY, already know best time is 5h
Â If we solve same problem for Dublin and Paris, can find the answer 

in the same way as for NY
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Dynamic Programming

Â Principle of optimality holds
Â Solve simpler sub-problems
Â Remember the results
Â Use recursion to solve the next-biggest problem
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Biological sequences

DNA
4-letter nucleotide alphabet AGCT
Genes: hundreds or thousands of letters
Genomes: millions to billions of letters

Proteins
20-letter amino acid alphabet ACDE...VWY
Tens to hundreds of letters
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Evolution
SEQVENCE

Substitute E→D

SEQVDNCE

Delete Q

SEVDNCE

Insert W

SEVDNCWE
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Simplified model

Â Evolution = substitutions, deletions, insertions at a single site
Â Don’t explicitly model rarer events such as duplications, reversals

Ç But these can be “hacked”, so usually not a big problem

SEQVENCE

SEQVEQVNCE

Duplicate EQV = insert EQV
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Edit distance

Â Edit = substitution, deletion or insertion
Â Edit distance d(A,B) between two strings A and B
Â = minimum number of edits needed to transform A into B

d(SEQVENCE,SEVDNCWE) = 3
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Technical comments on edit distance

Â For the more theoretically minded
Ç Not needed to understand dynamic programming

Â Symmetrical: d(A,B) = d(B,A)
Ç Can “reverse the movie”
Ç Substitution X→Y becomes substitution Y→X
Ç Insertion becomes deletion
Ç Deletion becomes insertion

Â “Parsimony” principle often used in computational biology
Ç Simplest explanation for an observation
Ç minimum number of edits = fewest mutations
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Edit distance and alignment

SEQVENCE
SDQVE-CE

Â Any alignment of two sequences implies a set of edits
Â One edit for each column that has a difference

d = 2
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Computing edit distance

d(GENE,APE) = ?

Only three possibilities for last column in the alignment
(“last leg in the journey”)

E
E

E
-

-
N
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Computing edit distance

d(GENE,APE) = ?

Edit distance = minimum of the three possible “routes”:

E
E

E
-

-
E

(Best way 
to get 
here...)

(Best way 
to get 
here...)

(Best way 
to get 
here...)
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Computing edit distance

d(GENE,APE) = ?

“Best way” = edit distance of best alignment of remaining strings

E
E

E
-

-
E

d(GEN,AP) d(GEN,APE) d(GENE,AP)

d(GEN,AP) + 0 d(GEN,APE) + 1 d(GENE,AP) + 1
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Similarity matrix M

M[i,j] = edit distance between
first i letters in the first string (A) and
first j letters in the second string (B).

(In other words, the edit distance between the prefix of A with length i 
and the prefix of B with length j.)
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Similarity matrix M

G  E  N  E 

A

P

E

d(GEN,APE)

d(GENE,AP)

d(GEN,AP)

d(GEN,AP) + 0

d(GENE,AP) + 1

d(GEN,APE) + 1

d(GENE,APE) = min

M[i,j] = edit distance between
first i letters in A and
first j letters in B.

A = GENE
B = APE
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i-1,j

i-1,j-1 i,j-1

i,j

Similarity matrix M

M[i-1,j-1] + S(i,j)

M[i,j-1] + 1

M[i-1,j] + 1

M[i,j] = min

M[i,j] = edit distance between
first i letters in A and
first j letters in B.

Ai = ith letter in A
Bj = jth letter in B

Ai = first i letters in A
Bj = first j letters in B
S(i,j) = 0 if Ai=Bj, else 1

M[i,j] = d(Ai,Bj)

G  E  N  E 

A

P

E
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Recursion relations

M[i-1,j-1] + S(i,j) “Match”

M[i,j-1] + 1 “Delete”

M[i-1,j] + 1 “Insert”

M[i,j] = min

X
X

(best)

X
-

-
X

(best)

(best)

S=0 (same letter), =1 (different)

“Match” = no edit or a substitution
“Insert”, “Delete” relative to string A
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0

Initialization

G  E  N  E 

A

P

E

M[0,0] = 0
(edit distance between 
two empty strings)

M[i,j] = edit distance between
first i letters in A and
first j letters in B.
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1

2

3

1 2 3 40

First row & column

G  E  N  E 

A

P

E

M[i,j] = edit distance between
first i letters in A and
first j letters in B.

M[i,0] = i
i gaps

M[0,j] = j
j gaps

i=3,j=0

GEN
---

i=0,j=2

--
AP 

First row and column are 
special cases because there 
are 0 or 1 predecessor cells 
instead of the usual 3.
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3 2 3 3

2 2 3 4

1 2 3 41

2

3

1 2 3 40

Rest by recursion

G  E  N  E 

A

P

E

M[i,j] = edit distance between
first i letters in A and
first j letters in B.

M[i-1,j-1] + S(i,j)

M[i,j-1] + 1

M[i-1,j] + 1

M[i,j] = min

d(GENE,APE) = 3
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C code to compute edit distance (1 of 3)

#include <stdio.h>
#include <string.h>
#include <stdlib.h>

#define S(i, j) ((a[i-1] == b[j-1])? 0 : 1)
#define min2(x, y) ((x < y) ? x : y)
#define min3(x, y, z) min2(min2(x, y), z)

int EditDist(char *a, char *b)
{
int i, j, d;

int len_a = (int) strlen(a);
int len_b = (int) strlen(b);

// Allocate (len_a+1) x (len_b+1) matrix M
int **M = (int **) malloc((len_a + 1)*sizeof(int));
for (i = 0; i <= len_a; ++i)

M[i] = (int *) malloc((len_b + 1)*sizeof(int));
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C code to compute edit distance (2 of 3)

M[0][0] = 0;

// First row
for (i = 1; i <= len_a; ++i)

M[i][0] = i;

// First column
for (j = 1; j <= len_b; ++j)

M[0][j] = j;

// Rest of matrix filled in using recursion relation
for (i = 1; i <= len_a; ++i)

for (j = 1; j <= len_b; ++j)
{
int Match = M[i-1][j-1] + S(i, j);
int Delete = M[i][j-1] + 1;
int Insert = M[i-1][j] + 1;
M[i][j] = min3(Match, Delete, Insert);
}
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C code to compute edit distance (3 of 3)

d = M[len_a][len_b];

for (i = 0; i <= len_a; ++i)
free(M[i]);

free(M);

return d;
}

Dynamic Programming, Bob Edgar 26

But what is the alignment...?

Â Know the edit distance
Â But don’t know the edits...
Â ...or, equivalently, the alignment
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4

3 3

3

Remember the minimum

G  E  N  E 

A

P

E

d(GEN,AP)=3 + 0 = 3

d(GENE,AP)=3 + 1 = 4

d(GEN,APE)=4 + 1 = 4

d(GENE,APE) = min

Minimum was the “match” choice.
Therefore last column in the 
alignment is:

E
E

S(E,E)
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2

2 3

3

Remember the minimum

G  E  N  E 

A

P

E

d(GE,A)=2 + 1 = 3

d(GEN,A)=3 + 1 = 4

d(GE,AP)=2 + 1 = 3

d(GEN,AP) = min

Minimum was the “delete” choice.
Therefore next-to-last column in the 
alignment is:

E
E

S(N,P)

N
-

(Could also have chosen the match 
case, minimum is not unique).
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Trace-back matrix T T[i,j] = M, D or I
minimum case for each cell in M.

G  E  N  E 

A

P

E M

D
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Trace-back matrix T T[i,j] = M, D or I
minimum case for each cell in M.

G  E  N  E 

A

P

E I M D M

I M D D

M D D D

D D D D

I

I

I
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Trace-back matrix T T[i,j] = M, D or I
minimum case for each cell in M.

1

1

X
X

X
-

-
X

M = Match
1 letter from A
1 letter from B

D = Delete
1 letter from A
0 letters from B

I = Insert
0 letters from A
1 letter from B

G  E  N  E 

A

P

E I M D M

I M D D

M D D D

D D D D

I

I

I

M

D

I

Work backwards from here
(last column)
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Finally: an alignment

G  E  N  E 

A

P

E

X
X

X
-

-
X

I M D M

I M D D

M D D D

G E N E
A P - E

M M D M

M

D

I

D D D D

I

I

I

Start
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C code to compute path (1 of 5)

#include <stdio.h>
#include <string.h>
#include <stdlib.h>

#define S(i, j) ((a[i-1] == b[j-1])? 0 : 1)

char *EditPath(char *a, char *b)
{
int i, j, k;

int len_a = (int) strlen(a);
int len_b = (int) strlen(b);

// Max path length is len_a + len_b, + 1 for nul
char *path = (char *) malloc(len_a + len_b + 1);

// Allocate (len_a+1) by (len_b+1) matrices M and T
int **M = (int **) malloc((len_a + 1)*sizeof(int));
char **T = (char **) malloc((len_a + 1)*sizeof(char *));
for (i = 0; i <= len_a; ++i)

{
M[i] = (int *) malloc((len_b + 1)*sizeof(int));
T[i] = (char *) malloc((len_b + 1)*sizeof(char));
}
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C code to compute path (2 of 5)

M[0][0] = 0;
T[0][0] = 'S'; // "start" (special case)

// First row
for (i = 1; i <= len_a; ++i)

{
M[i][0] = i;
T[i][0] = 'D';
}

// First column
for (j = 1; j <= len_b; ++j)

{
M[0][j] = j;
T[0][j] = 'I';
}
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C code to compute path (3 of 5)

// Rest of matrix filled in using recursion relation
for (i = 1; i <= len_a; ++i)

for (j = 1; j <= len_b; ++j)
{
int Match = M[i-1][j-1] + S(i, j);
int Delete = M[i-1][j] + 1;
int Insert = M[i][j-1] + 1;
M[i][j] = Match;
T[i][j] = 'M';
if (Delete < Match)

{
M[i][j] = Delete;
T[i][j] = 'D';
}

if (Insert < M[i][j])
{
M[i][j] = Insert;
T[i][j] = 'I';
}

}
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C code to compute path (4 of 5)
// Trace-back

i = len_a;
j = len_b;
k = 0;
for (;;)

{
char c = T[i][j];
switch (T[i][j])

{
case 'M':

--i;
--j;
break;

case 'D':
--i;
break;

case 'I':
--j;
break;

case 'S':
path[k] = 0;
goto TraceBackDone;
}

path[k++] = c;
}

TraceBackDone:
strrev(path);
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C code to compute path (5 of 5)
for (i = 0; i <= len_a; ++i)

{
free(M[i]);
free(T[i]);
}

free(M);
free(T);

return path;
}
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C code to print alignment (1 of 2)
void PrintAlignment(char *a, char *b, char *path)

{
int n = (int) strlen(path);
int i, j, k;

// Print top row of alignment (string a)
i = 0;
for (k = 0; k < n; ++k)

{
switch (path[k])

{
case 'M':
case 'D':

printf("%c", a[i++]);
break;

case 'I':
printf("-");
break;
}

}
printf("\n");
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C code to print alignment (2 of 2)
// Print bottom row of alignment (string b)

j = 0;
for (k = 0; k < n; ++k)

{
switch (path[k])

{
case 'M':
case 'I':

printf("%c", b[j++]);
break;

case 'D':
printf("-");
break;
}

}
printf("\n");
}
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Edit graph

G  E  N  E 

A

P

E M

M D

M

G E N E
A P - E

M M D M

Start

One edge in graph
for every column in
the alignment
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Why not just compute all alignments?

Â HUGE number of possible alignments
Â For two sequences of length L...
Â ...number of alignments N ≈ (1/ √L)(1 + √2)2L+1

Â For L=1000, N ≈ 10767

Ç there are only about 1080 atoms in the universe

Â Dynamic programming computes only LA x LB sub-alignments
Â Two sequences length L=1000, matrix is L2 = 106 cells
Â Computer science “big-O” notation: O(L2) time and space
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Optimal alignments -- plural

d(GE,A)=2 + 1 = 3

d(GEN,A)=3 + 1 = 4

d(GE,AP)=2 + 1 = 3

d(GEN,AP) = min

S(N,P)

Both Match and Delete have the minimum value.
Can make either choice.
So more than one alignment has edit distance 3.

G E N E
A P - E

G E N E
A - P E

G E N E
- A P E
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Beyond edit distance

Â Edit distance works quite well, especially for closely related DNA
Â Can do better, especially for highly diverged proteins

GRB2_CHICK   ...SVKFGND-----VQQFKV...

SRC_RSVSR    ...SIRDWDDMKGDHVKHYKI...
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Objective score

Â Function that converts an alignment into a single number
Â Goal: higher number = better alignment

Ç “better” = more biologically plausible

Â “Objective” = a computer can calculate it
Ç as opposed to “subjective” (a personal opinion), nothing to do with object-oriented 

programming

Â (Negative) edit distance is a biologically reasonable objective score
Ç Want minimum, not maximum, number of edits, so need a minus sign

G E N E
A P - EScore( ) = –3
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Amino acid similarities

GRB2_CHICK   ...SVKFGND-----VQQFKV...

SRC_RSVSR    ...SIRDWDDMKGDHVKHYKI...

Â Leucine (L) and Isoleucine (I) biochemically similar
Ç High score for subsitution = +2
Ç But not as high as no change (LL or II) = +4

Â Leucine (hydrophobic) and Aspartic Acid (D) (hydrophilic) 
biochemically different
Ç Low score for substitution = -4
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Substitution matrix: BLOSUM62

A  C  D  E
A 4 0 -2 -1
C 0  9 -3 -4
D -2 -3  6 2
E -1 -4  2  5

Identities, e.g. E+E
High scores (main diagonal).

Subsititions, e.g. C+E
score depends on how likely the 
two amino acid types are to 
substitute for each other.

Matrix is symmetrical
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Gap penalties

Â Gaps subtract a value from the objective score
Â Simplest design: “linear” penalties
Â a fixed parameter (e) multiplied by length of gap

Ç “e” for “extension”
Ç e = 4

Â Subtract e for every “-” in the alignment

L A K E
I - - E

LI = 2 EE = 52e = –8

= -1
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Computing max objective score

E
E

E
-

-
E

m(GEN,AP) m(GEN,APE) m(GENE,AP)

m(GEN,AP) + B(E,E) m(GEN,APE) - e m(GENE,AP) - e

max Score(GENE,APE) = ?

Notation: max Score(A,B) = m(A,B)

BLOSUM62 score
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Recursion relations

M[i-1,j-1] + B(i,j) “Match”

M[i,j-1] + 1 “Delete”

M[i-1,j] + 1 “Insert”

M[i,j] = max

X
X

(best)

X
-

-
X

(best)

(best)

BLOSUM62 score

Â Dynamic programming very similar to edit distance
Ç max instead of min
Ç BLOSUM62 score instead of S = 1 or 0
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Problem with linear gap penalties

GRB2_CHICK   ...SVKFGN----D-VQQFKV...

SRC_RSVSR    ...SIRDWDDMKGDHVKHYKI...

GRB2_CHICK   ...SVKFGND-----VQQFKV...

SRC_RSVSR    ...SIRDWDDMKGDHVKHYKI...

Â These  alignments have same objective score with linear penalties
Â But lower alignment is more biologically reasonable

Ç One gap instead of two = one insertion / deletion event instead of two
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Affine gap penalties

Â Prefer fewer gaps (parsimony: fewer insert / delete events)
Â Penalty = g + ek

Ç g = “gap open” or “per-gap” penalty, typical g = 9
Ç e = “gap extension” penalty, typical e = 2
Ç k = gap length (number of consecutive “-” symbols)

GRB2_CHICK   ...SVKFGN----D-VQQFKV...

SRC_RSVSR    ...SIRDWDDMKGDHVKHYKI...

GRB2_CHICK   ...SVKFGND-----VQQFKV...

SRC_RSVSR    ...SIRDWDDMKGDHVKHYKI...

gap penalty
= -2g - 5e = -28

gap penalty
= -g - 5e = -19
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Problem with recursion relations

E
E

E
-

-
E

m(GEN,AP) m(GEN,APE) m(GENE,AP)

m(GEN,AP) + B(E,E) m(GEN,APE) - ??? m(GENE,AP) - ???

g + e    if start of new gap
e          if adding to an existing gap
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Solution: three similarity matrices

M[i,j] = objective score of best alignment of
first i letters of A to first j letters of B
that ends in a match

D[i,j] = objective score of best alignment of
first i letters of A to first j letters of B
that ends in a delete

I[i,j] = objective score of best alignment of
first i letters of A to first j letters of B
that ends in an insert
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E.g. sub-alignment ends in match

E
E

E
-

-
E

X
X

X
X

X
X

M(GEN,AP) + B(E,E) M(GEN,APE)
- g - e

M(GENE,AP)
- g - e

New alignment
ends with match Start a new gap

Ends with insert
Start a new gap
Ends with delete
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Recursion relations

E
E

E
-

-
E

-
X

-
X

-
X

E
E

E
-

-
E

X
-

X
-

X
-

E
E

E
-

-
E

X
X

X
X

X
X

M(GEN,AP) + B(E,E) M(GEN,APE)
- g - e

M(GENE,AP)
- g - e

D(GEN,AP) + B(E,E) D(GEN,APE)
- e

D(GENE,AP)
- g - e

I(GEN,AP) + B(E,E) I(GEN,APE)
- g - e

I(GENE,AP)
- e
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Recursion relations
M[i-1,j-1] + B(i,j)

D[i-1,j-1] + B(i,j)

I[i-1,j-1] + B(i,j)

M[i,j] = max

X
X

X
X

X
X

X
X

X
-

-
X

M[i-1,j] - g - e

D[i-1,j] - e

I[i-1,j] - g - e

D[i,j] = max

X
-

X
X

X
-

X
-

X
-

-
X

M[i,j-1] - g - e

D[i,j-1] - g - e

I[i,j-1] - e

I[i,j] = max

-
X

X
X

-
X

-
X

X
-

-
X
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Global alignment

Â Global alignment
Ç all letters from both sequences

Â Objective score: substitution matrix + affine gap penalties
Â Three similarity matrices M,D,I
Â Three trace-back matrices (if alignment needed as well as score)
Â Global alignment by dynamic programming often called “the 

Needleman-Wunsch algorithm”
Ç Needleman, S.B. and Wunsch, C.D. (1970) A general method applicable to the 

search for similarities in the amino acid sequence of two proteins. J Mol Biol
48(3): 443-53.

Ç Paper describes an algorithm with fixed gap penalty (independent of length)
Ç First application of dynamic programming to biological sequences
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Local alignment

Â Global alignment often doesn’t make biological sense
Â Example: protein domains

SRC
(tyrosine kinase) FCH SH2 YK

Stat
(transcription

factor)
DNAB SH2 TA

related by evolution
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Local alignment

Â Example: lateral transfer between genomes

host genome before transfer

host vector

vector genome

vectorgene

host hostgene

vector gene spliced into host genome

related
by evolution
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Local alignment

Â Define the problem
Â Given an objective score function, strings A, B
Â Find alignment of two substrings of A and B with highest score

THEMOTIVATION 
THEMUT--ATION

THEMOTIVATIONFORALIGNMENT

ISTOFINDTHEMUTATIONS
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Local alignment: the trick

Set of all substrings = set of all suffixes of all prefixes

Example. String = “ABC”

Set of suffixes = “ABC” “BC” “C”

Set of prefixes of   “ABC” is    “A” “AB” “ABC”
Set of prefixes of   “BC” is    “B” “BC”
Set of prefixes of   “C” is    “C”

All prefixes
of “ABC”

All substrings
of “ABC”
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Local alignment, edit distance
Re-define the similarity matrix.

For global alignment:

M[i,j] = smallest edit distance between
the first i letters in A and
the first j letters in B.

For local alignment:

M[i,j] = smallest edit distance between
any suffix of the first i letters in A and
any suffix of the first j letters in B.
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Local alignment, edit distance
In other words,

M[i,j] = smallest edit distance between
any suffix of (the prefix of A of length i)
any suffix of (the prefix of B of length j)

So smallest value of M for all i,j considers all prefixes of A and B

= smallest edit distance between any suffix of any prefix of A and 
any suffix of any prefix of B

= edit distance of the best local alignment of A and B.
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Recursion relations

M[i-1,j-1] + S(i,j) “Match”

M[i,j-1] + 1 “Delete”

M[i-1,j] + 1 “Insert”

S(i,j) “Begin”

M[i,j] = min

X
X

(best)

X
-

-
X

(best)

(best)

S=0 (same letter), =1 (different)

X
X

If edit distance of best preceding local alignment is > 0,
then it is better to start a new local alignment
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Trace-back

Â Find smallest entry in M[i,j]
Ç may not be unique, may be multiple local alignments with same score

Â Trace back until a positive score is encountered, then stop
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Substitution matrix, affine gaps

Â Minimum becomes maximum
Ç Want to maximize objective score vs. minimize edit distance

Â Three similarity matrices M,D,I similar to global case
Ç for sub-alignments ending in match, delete, insert

Â Recursion relations as for global alignment, except
Ç Add a fourth case to start a new local alignment
Ç Need only consider sub-alignments starting end ending in match
Ç Because local alignments never start or end in a gap (can always improve score 

by deleting that column).

Â Trace-back: find highest score in M, continue until negative.
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Local alignment

Â Often called “the Smith-Waterman algorithm”
Ç Smith, T.F. and Waterman, M.S. (1981) Identification of common molecular 

subsequences. J Mol Biol 147(1): 195-7.
Ç Introduces the critical “all prefixes of all suffixes” trick.

Â Surprisingly, only small modification of global case
Ç Many more local alignments than global alignments
Ç Prior to Smith-Waterman paper, algorithms were much slower
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i-1,j

i-1,j-1 i,j-1

i,j

Saving space

Current row depends only
on previous row and current row

Need only store two rows to 
compute score of best alignment
= O(L) space

(Can be done with space for one 
row only).

Compute matrix left-to-right
and top-to-bottom

This row no longer needed
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Trace-back in O(L) space

Â Trace-back is harder
Â Myers-Miller algorithm

Ç Myers, E.W. and Miller, W. (1988) Optimal alignments in linear space. Comput
Appl Biosci 4(1): 11-7.

Â Repeatedly divides similarity matrix in half
Â About 2x slower than O(L2) algorithm
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Faster speed

Â Speed improvements require approximation
Ç give up guarantee that an objective score is optimized

Â Global alignment: k-difference
Â Local and global alignment: seeds
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K-difference algorithm

Â Global alignment of identical sequences
Â Edit graph is the main diagonal

QM T I F
M
Q
T
I
F
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K-difference algorithm

Â Max k deletes or inserts, graph cannot diverge more than k cells
from the main diagonal
Ç k must be ≥ difference in sequence length otherwise no solution

Â E.g., k=1, allow no more than 1 insert or delete

Compute only shaded region 
of similarity matrix(es)
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Seeds

Â “Seed” is a short, usually ungapped, region of high similarity
Ç For example, identical sub-strings (“k-mers”, “words” or “k-tuples”)

Â Assume seed is in the alignment
Â Seed appears as a (sub)-diagonal in the edit graph

MA Q T W
L
V
M
Q
T

G

F

M
Q

T

Compute only shaded region 
of similarity matrix(es)

Dynamic Programming, Bob Edgar 74

Finding seeds

Â Use a faster method than dynamic programming
Ç so beyond the scope of this tutorial to cover this in detail

Â Examples:
Ç Edgar, R.C. (2004) Local homology recognition and distance measures in 

linear time using compressed amino acid alphabets. Nucleic Acids Res 32(1): 
380-5.

Ç Kent, W.J. (2002) BLAT--the BLAST-like alignment tool. Genome Res 12(4): 
656-64.

Ç Katoh, K., Misawa, K., Kuma, K. and Miyata, T. (2002) MAFFT: a novel 
method for rapid multiple sequence alignment based on fast Fourier 
transform. Nucleic Acids Res 30(14): 3059-66.



38

Dynamic Programming, Bob Edgar 75

Extending a seed

Â For local alignment, can “extend” a seed using a technique similar to 
k-difference algorithm for global alignment

Â Explore region of similarity matrix at each end of the seed
Â Stop when score drops below a threshold

T
Q

Score in these
cells too low, stop

Dynamic Programming, Bob Edgar 76

Freely available source code

Â FASTA package
Ç align: Myers-Miller global alignment
Ç lalign: Smith-Waterman local alignment
Ç fasta: fast database search by k-mer matching and d. p. extension

Â BLAST (NCBI)
Ç Fast database search
Ç Seeds by “neighborhood” method
Ç Match seeds by lookup in pre-computed index
Ç Extend seeds by d. p. with score threshold
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Profile alignment

Â Align an existing multiple alignment (“profile”) to a sequence
Â Columns of the existing alignment kept intact

SEQV-ENCE
SDQV-E-CR
TEQV-EACE

Arrows indicate gaps
added to create the profile-
sequence alignment.

SE-VIENCE
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Profile alignment

Â A profile is a sequence of columns
Â Apply algorithms used to align two sequences
Â Replace substitution matrix for letter + letter (e.g. BLOSUM62)...
Â ...by function that gives a score to column + letter

Ç E.g. average BLOSUM62 score vs. all letters in the column

S
S
T

S

= high score

L
I
L

C

= low score
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Example: PSI-BLAST

Â First iteration: BLAST search of database
Â Create profile (=multiple alignment) from alignment of each hit to the 

query sequence
Â Search database with profile as a query

Ç Uses modified BLAST algorithm

Â Create new profile by aligning each hit to search profile
Â Iterate
Â Able to find more distantly related proteins than BLAST alone
Â Source code available from NCBI

Ç big monolithic C application, hard to understand
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Example: SAM-Txx

Â Similar design to PSI-BLAST 
Â Uses hidden Markov model (HMMs) profile

Ç HMMs to be discussed later

Â SAM-Txx significantly more sensitive than PSI-BLAST
Â Also much slower
Â http://www.soe.ucsc.edu/research/compbio/sam.html

Ç Public Web server
Ç License required to run locally
Ç Source code not available
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Profile-profile alignment

Â Align two multiple sequence alignments
Â Keep columns in both alignments intact
Â Insert columns of gaps as needed to align them

SEQV-ENCE
SDQV-E-CR
TEQV-EACE

SE-VIENCE
-E-LIEACE

Arrows indicate columns
of gaps added to create 
the profile-profile alignment.
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Profile-profile alignment

Â A profile is a sequence of columns
Â Apply algorithms used to align two sequences
Â Replace substitution matrix for letter + letter (e.g. BLOSUM62)...
Â ...by function that gives a score to column + column

Ç E.g. average BLOSUM62 score for letters in one column vs letters in the other

S
S
T

S
S
A

= high score

L
I
L

C
C
C

= low score
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Profile-profile applications

Â Iterated step in multiple sequence alignment, e.g. CLUSTALW
Â Distant homolog detection

Ç For each sequence of known function or structure...
Ç ...create a profile (e.g., by PSI-BLAST)
Ç Make a database of these profiles (similar idea to PFAM)
Ç Create profile of query sequence (e.g. PSI-BLAST)
Ç Align query profile to profiles of all annotated sequences
Ç Compute e-value
Ç Works (slightly) better than profile-sequence (PSI-BLAST, SAM-Txx)
Ç Works (a lot) better than BLAST
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Profile-profile programs

Â COMPASS
Ç Sadreyev, R. and Grishin, N. (2003) COMPASS: a tool for comparison of multiple 

protein alignments with assessment of statistical significance. J Mol Biol 326(1): 
317-36.

Ç Source code available (? upon request to authors).

Â prof_sim
Ç Yona, G. and Levitt, M. (2002) Within the twilight zone: a sensitive profile-profile 

comparison tool based on information theory. J Mol Biol 315(5): 1257-75.
Ç Binary available upon request to authors.
Ç No source code.

Â COACH
Ç Edgar, R.C. and Sjolander, K. (2004) COACH: profile-profile alignment of protein 

families using hidden Markov models. Bioinformatics.
Ç Source and binary freely available.
Ç Alignment only, no e-value (limits usefulness for homolog recognition).
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Multiple alignment

Â Objective score: Sum-of-pairs (SP)
Â Sum of objective score for alignment of each pair of sequences

SEQVENCE
SDQVE-CR
TEQVEACE

SP( )=

SEQVENCE
SDQVE-CR

Score( ) +

SEQVENCE
TEQVEACE

Score( ) +

SDQVE-CR
TEQVEACE

Score( )
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Optimize SP for N sequences

Â Similarity matrices become N-dimensional
Â E.g., for 3 sequences are cubes

M[i,j,k] = 
score of best alignment of
first i letters in A
first j letters in B
first k letters in C

i

j

k
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Very slow

Â Time and space is O(LN)
Â Is NP-complete

Ç Wang, L. and Jiang, T. (1994) On the complexity of multiple sequence alignment. 
J Comput Biol 1(4): 337-48.

Â Totally impractical for most biologically interesting problems
Â Faster methods needed
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CLUSTALW algorithm

Â Step 1. Align all pairs of sequences. Measure %identity of each pair 
from their pair-wise alignment.

Â Step 2. Construct guide tree.
Ç Neighbor-joining algorithm.

Â Step 3. Calculate sequence weights using guide tree.
Â Step 4. Choose most closely related pair from guide tree

Ç Uses profile-profile dynamic programming
Ç Myers-Miller linear space

Â Step 5. Align the pair.
Â Repeat step 5 until all sequences aligned.
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Edit distance revisited

SEQVENCE

SEQIDNCE

V→I
E→D 2

TEQVENCE

1
S→T

S-QIDNCESEAQIDNCE

Delete

E1

Edit = one substitution,
insertion or deletion

Distance = number of edits

Insert

A 1
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Distance estimate from alignment

SEAQIDNCE
SE-QIENCE

Observe 2 differences, distance ≈ 2

Distance incorrect if...

• Alignment incorrect
• Multiple edits at one site
• Other types of edit (e.g. duplication)
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Distance matrix SEQVENCE

SEQIDNCE

2

TEQVENCE

1

SQIDNCESEAQIDNCE

11

0

02

044

X Y Z

X

Y

Z

X Y Z

Distance matrix
Symmetric,
diagonal zero.
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Clustering

Â Given distance matrix, deduce tree

Â Algorithms that do this:
Ç Neighbor-joining, UPGMA, parsimony, maximum likelihood
Ç Different assumptions

X Y Z

2

1

1 1
0

02

044

X

Y

Z

X Y Z
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Progressive alignment

SASEQAC

SEFQR

AASQAC

SEFQK

SEFQR
SEFQK

AAS-QAC
SASEQACAAS--QAC

SASE-QAC
--SEFQR-
--SEFQK-

Â Profile-profile alignment at each internal node of tree
Â Alignment in each subtree is kept intact
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MUSCLE

Â Most accurate multiple alignment method
Ç 1% to 5% better than T-Coffee on four alignment quality benchmarks

Â Faster than CLUSTALW for typical input data
Â Progressive alignment followed by “refinement”
Â Edgar, R.C. (2004) MUSCLE: multiple sequence alignment with high

accuracy and high throughput. Nucleic Acids Res 32(5): 1792-1797.
Â Source and binaries freely available
Â http://www.drive5.com/muscle
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MUSCLE algorithm

SEQVENCE
MQTIFC
MQTIFCC
INSSEQVENCE

Unaligned
sequences

K-mer
distance 
matrix

Tree

Kimura 
distance 
matrixSEQVENCE---

-MQT-IFC---

Cut edge,
two subtrees

Re-align two 
profiles

Progressive 
alignment

SEQVEN-CE--
-MQT-IFC---
-MQT-IFCC--
INSSEQVENCE

-MQT-IFCC--
INSSEQVENCE

Final
alignment

UPGMA

UPGMA
K-mer

counting

SEQVENCE---
-MQT-IFC---
-MQT-IFCC--
INSSEQVENCE % id

Iterate to 
convergence

"
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Hidden Markov models
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S A Q K

S E F Q R

S E F Q K

S E A Q K

The Sequence Family Black Box

S E F Q R
S - A Q K
S E F Q K
S E A Q K

Given an alignment... ...design a black box that
generates similar sequences
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Random generator

S E F Q R
S - A Q K
S E F Q K
S E A Q K

S E FA Q RK

Always
S

50% F
50% A

25% R
75% K

Heads or tails 
(fair coin) Heads or tails 

(unfair coin)

Always
E

Always
Q
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Gaps (Deletes)

S E F Q R
S - A Q K
S E F Q K
S E A Q K

S E FA Q RK

Always
S

50% F
50% A

25% R
75% K

Always
E

Always
Q

D

75%

25%

“Delete state”, outputs 
no letter (“silent”).
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Inserts

S E F - - - Q R
S - A V W I Q K
S E F - - - Q K
S E A - - - Q K

S E FA Q RK

Always
S

50% F
50% A

25% R
75% K

Always
E

Always
Q

D

75%

25%

75%

25%

I

“Self-loop” allows 
inserts of any length

“Insert state” outputs 
any letter at random

Insert relative to consensus
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Generalize

Â So far, model is too specific
Â Generated sequences all very similar to training set
Â Won’t generate more distant homologs

Â Generalize: at each position, allow non-zero probability for:
1. any letter
2. gap (delete)
3. inserts
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I

Profile HMM

M

D

I

M

D

S

Start state
(all paths 

begin here)

One node for each consensus 
position (=column in training 

alignment)

T...

Terminal state
(all paths end 

here)
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Profile HMM: graphical model

Â Emitter states: Mk and Ik
Ç generate one letter on each visit
Ç letter emitted following a probability distribution over the alphabet

Â Silent state: Dk
Â Transitions between states

Ç each state has a probability distribution over next state to visit

Â Special silent states: Start and Terminal
Â Begin in Start state
Â Repeat until in Terminal state:

1. Output letter according to emission distribution (unless silent).
2. Choose next state according to transition distribution.

M1

I1

M2 M3

I2

D2 D3

S ...
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Hidden Markov Model

Â Set of M states {Si i = 1 .. M}
Â Alphabet {ak, k = 1 .. K}    (K=4 for DNA, K=20 for amino acids)
Â M x K emission probabilities eik

Ç eik = probability of emitting letter Ak from state Si

Â M x M transition matrix tij = P(Sj | Si)
Ç nth order Markov model: probs depend on n predecessor states
Ç Profile HMM: only 3 transitions for each state, transition matrix is sparse

Â Model normalization, sum of probabilities = 1
Ç For all states, emissions sum to one and transitions sum to one

∑k eik = 1, ∀ i
∑j tij = 1, ∀ i

Ç Special case: silent state Si, eik = 0 for all letters k.
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“Profile” HMM

Â Profile = statistical model of sequence family
Â Other types of HMMs, e.g. genefinders, are not profile HMMs
Â From now on, HMM = profile HMM
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Given sequence & HMM, path “hidden”

Â Any (generalized) HMM can generate all possible sequences
Â Many ways to generate given sequence from given HMM
Â Example: model of motif “SEQ”

M1

I1

M2 M3

I2

D2 D3

S T

S E Q

D1
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M1

I1

M2 M3

I2

D2 D3

S T

S E Q

A C D E F G H I K L M N P Q R S T V W Y

A C D E F G H I K L M N P Q R S T V W Y

A C D E F G H I K L M N P Q R S T V W Y

M1

M2

M3

81%

1%
98%

D 1%

1%

M

I

D1

A C D E F G H I K L M N P Q R S T V W Y

I
5%
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More than one way to generate “SEQ”

S

I1

E Q

I2

D2 D3

S T

S

E

Q M3

I2

D2 D3

S T

P = 50.02%

P = 0.0002%

D1

D1
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“Hidden” Markov Model

Â Given string and model, path cannot be determined
Â May different paths may generate same string
Â Path is “hidden”
Â Any (generalized) model can generate all possible strings
Â Proof: consider a path like this:

S→D→D→I→I→I ... (visit Insert state once for each letter) ... →I→D→D→T
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D1

HMMs for alignment

Â Find most probable path that generates the string
Â Path equivalent to assigning each letter to an emitter state
Â Letter assigned to match state is aligned to consensus position 

(column) in training alignment

S

I1

E Q

I2

D2 D3

S T Most probable path

Alignment:
M1 ↔ S
M2 ↔ E
M3 ↔ Q
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P(sequence | HMM)

Â Longer paths always less probable...
Â ...each transition & emission multiplies by probability < 1
Â More general model tends to give lower probability
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Viterbi algorithm

Â Finds a most probable path (MPP) through HMM given a sequence
Â There may be more than one MPP
Â Dynamic programming algorithm
Â Closely related to standard pair-wise alignment with affine gap 

penalties
Ç HMM has position-specific gap penalties
Ç Typically fixed in other methods, though ClustalW has position-specific heuristics
Ç Gap penalties correspond to transition scores
Ç M→D or M→I = gap open
Ç D→D or I→I = gap extend
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Key definition

Â V(i, Q)  = Probability of a most probable sub-path (MPSP) that
(a) emits the first i letters of the sequence, and
(b) ends in state Q

Â Informally, this is probability of best match of prefix of model to prefix 
of sequence

Â Recursively compute these probabilities (dynamic programming)
Â Reduces complexity to O(ML) time and space

Ç M=model length, L=sequence length

Â This assumes fixed number of transitions into each state
Ç 3 for a profile HMM

Â For general first-order HMM with K states, is order O(K2L)
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Recursion for Match state Mk

MkMk-1

Dk-1

Ik-1

MPSP(i, Q) = most probable sub-path that (a) emits 
first i letters in sequence S and (b) ends in state Q.

V(i, Q) = probability of MPSP(i, Q)

Three possibilities for MPSP(i, Mk):

MPSP(i – 1, Mk-1) + Mk-1→Mk,

MPSP(i – 1, Ik-1) + Ik-1→Mk, or

MPSP(i, Dk-1) + Dk-1→Mk

Hence:

V(i, Mk) = max {
V(i – 1, Mk-1) P(Mk-1→Mk)

V(i – 1, Ik-1) P(Ik-1→Mk)

V(i , Ik-1) P(Dk-1→Mk)  }
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V(i, Mk)

Probability of an edge P(Q→R) is transition probability x emission probability (unless silent).

Define: 
t(Q→R) = transition probability P(R | Q)
e(Q, a) = emission probability of letter a in state Q.

Then:

P(Mk-1→Mk) = t(Mk-1→Mk) e(Mk, Si)
P(Ik-1→Mk) = t(Mk-1→Mk) e(Ik, Si)
P(Dk-1→Mk) = t(Dk-1→Mk)

Finally: 

V(i, Mk) = max {

V(i – 1, Mk-1) t(Mk-1→Mk) e(Mk, Si)

V(i – 1, Ik-1) t(Mk-1→Mk) e(Ik, Si)
V(i , Ik-1) t(Dk-1→Mk)   }

May be two or three that 
have max value, so may 
be > 1 overall MPP.
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General case V(i, Q)

In general:

V(i, Q) = max R (R ranges over all states in HMM)
{
V(i – 1, R) t(R→Q) e(Q, Si) (if R is emitter state)

V(i, R) t(R→Q) (if R is silent state)
}

Probability of MPP = V(L, T) (L=length of sequence, T=terminal state).

Edges of the MPP can be found by storing max case for each i,Q, or by trace-back.

Note that in a profile HMM, t(R→Q) is zero for most Q,R pairs, this is exploited to
make a more efficient implementation.
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Forward / backward algorithm

Â Computes probability that sequence is generated by the HMM
P(sequence | HMM)

Â Considers all ways the sequence may be generated, not just the 
most probable (as in Viterbi)

Â Computes probability that a given position in the sequence output by 
a given emitter state

P(i ↔ Q | sequence, HMM)

(↔ means “aligned to” or “emitted by”)

Â Used to construct a “posterior decoding” alignment
Ç Allegedly more accurate than Viterbi
Ç See 

Dynamic Programming, Bob Edgar 118

Forward recursion for Match state Mk

MkMk-1

Dk-1

Ik-1

F(i, Q) = Probability that a sub-path (a) emits first i 
letters in sequence S and (b) ends in state Q.

= Sum of probability over all sub-paths that
satisfy (a) and (b)

Three possibilities for final edge.

Hence:

F(i, Mk) = F(i – 1, Mk-1) P(Mk-1→Mk) +

F(i – 1, Ik-1) P(Ik-1→Mk) +

F(i , Ik-1) P(Dk-1→Mk)

sum vs. max in Viterbi
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General case F(i, Q)

In general:

F(i, Q) = ∑ R (R ranges over all states in HMM)
{
F(i – 1, R) t(R→Q) e(Q, Si) (if R is emitter state)

F(i, R) t(R→Q) (if R is silent state)
}

P(sequence | HMM) = F(L, T) (L=length of sequence, T=terminal state).

Note that in a profile HMM, t(R→Q) is zero for most Q,R pairs, this is exploited to
make a more efficient implementation.
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Backward algorithm

Â B(i, Q) = Probability that a sub-path Q ---> End
(a) emits LAST L – i letters in sequence S, given that
(b) sub-path up to state Q emitted FIRST i letters.

Â Informally, is probability that SUFFIX of model matches SUFFIX of 
sequence.
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Backward recursion for Match state Mk

Mk+1Mk

Dk+1

Ik+1

B(i, Q) = Probability that a sub-path Q ---> End
(a) emits LAST L – i letters in sequence

S given that
(b) sub-path up to state Q emitted FIRST

i letters.

= Sum of probability over all sub-paths that
satisfy (a) and (b)

Three ways to get from Mk to the End state.

B(i, Mk) =  P(Mk→Mk+1) B(i + 1, Mk+1) +

P(Mk→Ik+1) B(i + 1, Ik+1) +

P(Mk-1→Dk+1) B(i + 1, Ik+1)
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General case B(i, Q)

If Q is an emitter state:

B(i, Q) = ∑ R (R ranges over all states in HMM)
{
t(Q→R) e(Q, Si) B(i + 1, R)
}

If Q is a silent state:

B(i, Q) = ∑ R (R ranges over all states in HMM)
{
t(Q→R) B(i, R)
}

P(sequence | HMM) = B(0,S) = F(L,T) (S=Start, T=Terminal, L=seq length)
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P(i↔ Q | sequence, HMM)

Â Probability that position i in sequence is emitted by state Q

P(i ↔ Q | sequence, HMM)
= (probability any sub-path reaches Q and emits up to i) x

(probability any sub-path starts at Q and emits rest)

= F(Q, i) B(Q, i)
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Alignment “styles” (boundary conds.)

Â Local or global to model or sequence

Model

Sequence
Local-local 
(like BLAST)

Model

Sequence
Global-global 
(like ClustalW)
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Semi-global

Model

Sequence

Â Global to model, local to sequence (“glocal”)
Â Typically used for finding domains or motifs, e.g. PFAM
Â Global-global more appropriate for modeling whole proteins
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Local to sequence

Â Add N and C terminal insert states
Â Emit zero or more letters before / after main model
Â Special rule: N and C emit only on self-loop, not on first visit
Â Emit according to null model distribution, so adds zero to score
Â SAM calls this kind of insert state a “FIM” (free insertion module)

M1

I1

M2 Mm

Im-1

D2 Dm

S T

D1

N C
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Local to model

M1

I1

M2 Mm

Im-1

D2 Dm

S T

D1

N C

Â Add “entry” and “exit” transitions
Â Alignment can begin and end at any match state
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HMM software packages

Â HMMER (“Hammer”)
Ç Sean Eddy, UWash St. Louis

Â SAM (Sequence Analysis and Modeling)
Ç UC Santa Cruz
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HMMER

Â Free download
Â Source code provided (“C” language)
Â Runs on Linux, Unix, Windows, Mac, Sun
Â Nice manual
Â Relatively easy to install and use
Â Most widely used in the community
Â http://hmmer.wustl.edu/
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SAM

Â License required
Â No source code available
Â Harder to use -- more parameters, not well explained
Â Includes more algorithms and parameters than HMMER

Ç buildmodel
Ç posterior decoding alignments
Ç SAM-Txx homolog recognition & alignment (like PSI-BLAST, but better)
Ç Txx probably best in class

Â http://www.soe.ucsc.edu/research/compbio/sam.htm
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Implementation issues

Â Underflow
Ç Probability 0.1
Ç Model length 100
Ç 0.1100 = 10-100, underflows floating point on many CPUs

Â min float in Microsoft C = 10-39

Â Solution: convert to log2

Â Multiplying probabilities becomes adding log-probabilities
Â HMMER uses └1000 log2 P/PNULL┘

Ç Minus infinity = -100000

Â Because integer arithmetic faster
Ç But not much faster these days, probably not worth it today

Â But risks rounding error, integer under / overflow
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Whole-genome alignment

Â Sequence length very large
Â Cannot use O(L2) algorithms
Â Solution: use fast methods to find “seeds”

Ç also called “anchors”

Â Extend seeds by dynamic programming
Â (optional) combine local alignments into global alignment or synteny

graph
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Whole-genome alignment

Â MUMMER
Ç Delcher, A.L., Phillippy, A., Carlton, J. and Salzberg, S.L. (2002) Fast algorithms 

for large-scale genome alignment and comparison. Nucleic Acids Res 30(11): 
2478-83.

Â AVID and MAVID
Ç Bray, N., Dubchak, I. and Pachter, L. (2003) AVID: A global alignment program. 

Genome Res 13(1): 97-102.
Ç Bray, N. and Pachter, L. (2004) MAVID: Constrained Ancestral Alignment of 

Multiple Sequences. Genome Res 14(4): 693-9.

Â LAGAN and Multi-LAGAN
Ç Brudno, M., Do, C.B., Cooper, G.M., Kim, M.F., Davydov, E., Green, E.D., Sidow, 

A. and Batzoglou, S. (2003) LAGAN and Multi-LAGAN: efficient tools for large-
scale multiple alignment of genomic DNA. Genome Res 13(4): 721-31.
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Textbooks

Â Introduction to computational molecular biology, Setubal, J. and  
Meidanis, J. 
Ç Introduction to biological sequences and fundamental sequence analysis 

algorithms, many of which are based on dynamic programming. Gives pseudo-
code for many algorithms. Probably the most accessible textbook for 
programmers who are not experts in computer science or biology.

Â Biological sequence analysis, Durbin, R., Eddy, S., Krogh, A., 
Mitchison, G.
Ç Graduate text. Emphasizes probabilistic models, especially Bayesian methods 

and graphical models (e.g., profile HMMs). Skimpy on biological background, 
motivation and limitations of their algorithmic approaches, and assumes strong 
math skills.

Â Algorithms on strings, trees and sequences, Gusfield, D.
Ç Graduate / advanced undergraduate text. Not much on trees. Very much a 

computer science perspective, again skimpy on the biology. Comprehensive 
coverage of dynamic programming algorithms on sequences; also other 
approaches such as suffix trees.


